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Abstract—Recently, deep learning has significantly advanced
the satellite object detection. However, the effectiveness of these
methods heavily relies on abundant and accurate annotations,
which are extremely labor-intensive for satellite videos. Mean-
while, the robustness of traditional difference-based methods is
limited by the hand-craft feature from the satellite videos with
low-resolution and frame misalignment. To address this problem,
an unsupervised deep satellite video vehicle detection framework
based on scene prior constrained and self-paced learning (S-SPL)
is proposed in this paper. S-SPL obtains the initial pseudo label
by the difference-based methods, and employs a deep learning-
based detector and refiner to detect objects and update labels
respectively. In the train phase, to alleviate the deviation of
feature expression caused by noise samples, a novel cooperative
self-paced learning scheme is designed to improve the label qual-
ity and model accuracy in an alternating optimization manner.
Furthermore, considering the semantic relationship between the
scene and the object distribution, multi-cue prior knowledge is
introduced to provide scene-level constraints, with which samples
in high-confidence scenes are emphasized to improve the self-
paced learning process. The experimental results on Jilin-1 and
SkySat satellite videos demonstrate the superiority of S-SPL.

Index Terms—Satellite video vehicle detection, unsupervised
learning, scene prior constrained, self-paced learning.

I. INTRODUCTION

EMOTE sensing technology has become the fundamental

mean for humans to observe the Earth. It has driven
progress in many application fields, such as disaster monitor-
ing [1], smart city construction [2]-[6], land planning [7], and
drone navigation [8], etc. Derived from the rapid development
of remote sensing technologies, the demand for earth obser-
vation has evolved from periodic static detection to real-time
dynamic monitoring. Remote sensing video satellites capture
continuous image sequences by observing a particular area
over time, bridging the gap between static and dynamic remote
sensing. Object detection aims to obtain the category and
position parameters of targets, and the combination of object
detection and satellite video data has important application
significance [2], [9], [10].

In recent years, the field of computer vision, including satel-
lite video object detection, has been significantly advanced
by deep learning methods [9]-[11]. However, these methods
heavily rely on accurately annotated data. The annotation
process is labor-intensive, which is a significant challenge
when dealing with satellite video data. A single frame of
satellite video can contain more objects than a typical natural
image, with some frames including over a hundred objects
due to the vast observation range. Moreover, identifying and
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Fig. 1. Typical challenges in satellite videos annotation. The abundance of
small-sized, densely-packed, and low-contrast objects makes data labeling a
labor-intensive task.

labeling small objects in low-contrast or crowded scenes is
hard due to limited resolution. In the COCO dataset [12],
objects whose bounding boxes are smaller than 32x32 pixels
are categorized as small. However, in satellite videos, objects
can range from only a few pixels to a dozen pixels, and they
are usually densely crowded in specific areas. As shown in Fig.
1, annotation scenarios in satellite videos can be particularly
challenging. Therefore, there is a significant need for efficient
unsupervised methods for object detection in the field of
satellite videos.

Researchers have made efforts based on traditional unsu-
pervised methods in the past decade. Most of these methods
treated moving object detection as a foreground-background
segmentation problem, where the foreground corresponds to
temporally changing pixels, and the background represents
relatively stable pixels. Based on this consideration, these
methods can be divided into two categories: background
subtraction and the frame difference. Background subtraction
methods extract the static background and then subtract it
from the current frame to uncover moving objects, such
as ViBe [13], GMM v2 [14], and O-LSD [15]. The frame
difference methods, such as FFD [16], SFD [17], and MDM
[18], detect moving objects through pixel-wise differences
between consecutive frames and categorize pixels with dif-
ferences exceeding a threshold as foreground. Unfortunately,
these traditional methods have failed to explore robust object
features. Hand-crafted features are highly susceptible to sensor
displacement, light, and contrast changes, all of which often
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occur in satellite videos.

High dimensional deep features with powerful representa-
tion ability can alleviate such problems caused by inter-frame
misalignment; however, learning deep features in the absence
of annotated samples still poses challenges. An intuitive idea is
to use the detection results from traditional methods as pseudo
labels to provide supervision for the deep neural network.
However, in such a scheme, noise and low-quality samples
will affect the expression of features during the training phase,
and the feature drift will continuously increase with each
iteration, seriously damaging the performance of the detector.
On the other hand, most deep networks fail to incorporate
prior knowledge, leading to an absence of constraints in the
learning process [19], [20]. This often results in overfitting
and limits generalizability, particularly causing feature repre-
sentation biases in unsupervised learning scenarios.

The self-paced learning method employs an adaptive ap-
proach to screen and sort learning samples, replicating the
human cognitive process by progressing from easier to more
difficult ones. This approach has proven effective in weakly
supervised learning, specifically in addressing the issue of
noisy labels. However, in completely unsupervised tasks, prior
knowledge remains crucial to constrain the evaluation of
samples during the self-paced learning process.

For these above problems, a scene prior knowledge con-
strained self-paced learning framework (S-SPL) for unsuper-
vised satellite video vehicle detection is proposed in this
paper. Specifically, S-SPL comprises an initializer, a detector
and a refiner. First, the initializer generates pseudo labels
by traditional unsupervised methods. And then, the detector
is trained with the initial labels and generated intermediate
results. The refiner, composed of a classification model, dis-
criminates and updates the intermediate results as the pseudo
labels for the detector in the next iteration. It is noteworthy that
the quality of the samples is a decisive factor in deep feature
representation, primarily depending on the performance of
the refiner. Thereby, a new cooperative self-paced curriculum
learning approach is adopted during the training phase of
the refiner. It assesses the confidence of intermediate results
using multiple indices and dynamically adjusts the learning
process from simple to challenging. Thus, this maximizes the
acquisition of robust and discriminative sample features and
provides high-quality pseudo labels for the detector. Moreover,
given the gazing mechanism of satellite video, the scenes
contained in a single video tend to be consistent, and the object
distribution typically displays semantic relationships with their
scenes (e.g., vehicles are mainly located on the road, and are
almost impossible to be located in water bodies). Therefore,
S-SPL extracts scene prior knowledge from multiple cues in
an unsupervised manner and provides scene-level constraints
throughout the training phase, which enables the model to
emphasize the high-quality samples in highly confident scenes.

The contributions of this paper can be summarized as
follows:

1) A novel unsupervised deep learning framework for satel-
lite video object detection is proposed. To the best of our
knowledge, this marks a pioneering effort to incorporate

deep features into the unsupervised satellite video object
detection task;

2) Based on the semantic relationships between the scene
and the distribution of objects, various scene-level prior
knowledge is explored, which leads to the model focus-
ing on high-quality scenes;

3) A cooperative self-supervised approach is proposed to
dynamically evaluate sample quality and iteratively op-
timize the model, which mitigates the impact of samples
of low quality on feature expression.

II. RELATED WORK
A. Traditional Unsupervised Satellite Video Object Detection

Traditional satellite video object detection methods primar-
ily approach the task as foreground-background segmentation,
where the foreground corresponds to pixels undergoing tempo-
ral changes, and the background is composed of stable pixels.
These methods can be divided into two categories: frame
difference and background subtraction methods.

The frame difference method compares the difference be-
tween the current frame and its adjacent frames. Pixels where
the difference exceeds a threshold are classified as background
pixels [21]. Xiao et al. [22] enhanced this technique by intro-
ducing a three-frame differencing approach to reduce ghosting
effects. Abdelli et al. [16] further advanced the method with
a four-frame differencing strategy, and Feng et al. [18] en-
hanced frame differencing by considering additional frames.
Additionally, some studies [23], [24] focused on mitigating the
noise caused by imprecise image registration in the additional
frames, which can be achieved by analyzing the minimum
differences of each pixel within small local neighborhoods.

The background subtraction method first extracts the static
background of a video sequence, then subtracts the current
frame from the background, and pixels that exceed the thresh-
old are deemed to be motion objects. The Vibe [13] obtains
the background by randomly selecting small samples from
multiple video frames, and compares each pixel in the current
frame with similar background samples to identify the moving
objects. Friedman and Russell [25] proposed the Gaussian
Mixture Model (GMM), which models each background pixel
by blending multiple Gaussian distributions. Subsequently,
studies [23], [26]-[28] have been conducted to improve and
expand the GMM model. The Median Background Model [29]
calculates the median pixel intensity across consecutive frames
for background modeling. Methods based on this model [30],
[31] achieve comparable results using fewer video frames,
thereby reducing the impact of parallax. Additionally, Zhang
et al. [2], [15], [32] used a low-rank matrix decomposition
model based on the prior structure of objects to model the
background. These models regularize the spatial distribution
of active objects and effectively eliminate false alarms caused
by random noise from discrete distributions.

However, these traditional methods are limited in their
ability to explore robust object features. Manually crafted
features are susceptible to changes in lighting and contrast, and
displacement of the sensor. These are common occurrences in
satellite videos.
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Fig. 2. Overview structure of S-SPL. The initializer obtains the initial pseudo label from the satellite videos, then, the detector generates intermediate detection
results, and the refiner refines the intermediate results and updates the pseudo label for the next iteration. Scene confidence and cooperative self-paced learning
are introduced to enhance the robustness of feature representation. The final result is obtained through the well-trained detector.

B. Self-paced Learning

Self-paced learning is a technique to implementing curricu-
lum learning, which emulates human cognitive mechanisms.
Initially, it learns basic and universal knowledge structures
before gradually increasing the difficulty level to advance to
more intricate and specialized knowledge domains. Unlike
traditional curriculum learning methods which manually sort
samples, self-paced learning algorithms automatically evaluate
and adjust the difficulty of each sample in the iteration, leading
to the adaptive selection of the subsequent learning samples.

Self-paced learning is a technique for implementing curricu-
lum learning, which emulates human cognitive mechanisms.
Initially, it learns basic and universal knowledge structures
and then gradually increases the difficulty level to advance
to more intricate and specialized knowledge domains. Unlike
traditional curriculum learning methods which manually sort
samples, self-paced learning algorithms automatically evaluate
and adjust the difficulty of each sample in the iteration, leading
to the adaptive selection of the subsequent learning sample
[33].

Self-paced learning has been proven to be effective in su-
pervised learning, particularly in the detection of noisy labels
[34]-[39]. Sangineto et al. [34] first proposed a weakly su-
pervised object detection method based on self-paced learning
that adaptively selects the most reliable images and bounding
boxes for training, which alleviates feature drift caused by
classifier errors. Zhang et al. [35] introduced a weakly super-
vised learning framework, collaborative self-paced curriculum
learning, which leverages helpful prior knowledge throughout
the whole learning process and collaborates instance-level
confidence inference with image-level confidence inference
robustly. In terms of few-shot learning, Xu et al. [39] proposed
a self-paced hard task-example mining method, which can
automatically choose hard examples via the similarity between
training and target tasks to optimize the support set.

Recently, some unsupervised methods have introduced the
concept of self-paced learning. In tasks such as deep clustering
[40], [41], object detection [42], pedestrian re-identification

[43], [44], and domain adaptation [45]-[48], self-paced learn-
ing guides the model to explore discriminative deep features
by adaptively distinguishing high-confidence pseudo labels,
effectively improving the performance of advanced models.
However, researchers have yet to explore the integration of
self-paced learning with prior knowledge of remote sensing
scenes to achieve robust satellite video object detection.

II1. PROPOSED METHOD
A. Overview Pipeline

As shown in Fig. 2, the S-SPL framework consists of three
components: the initializer Init, the detector Det, and the
refiner Ref. Firstly, the Init generates an initial pseudo-
label and computes a scene-level prior confidence score.
Subsequently, the Det is trained on this pseudo-label, produc-
ing intermediate detection results. Lastly, the Ref iteratively
updates the pseudo-label based on the intermediate results and
the scene prior, thereby enhancing the quality of the pseudo-
label for subsequent training cycles. This iterative process,
involving alternating training of the Det and Ref, culminates
in a robust detector capable of unsupervised object detection
in satellite videos. For reference, Table I provides a concise
summary of the key variables within the S-SPL framework.

Initializer. The Init is comprised of traditional unsuper-
vised video methods, such as GMM, O-LSD and MDM. It
takes the satellite video V = {I;}”, as input, and its output

Na
{ygﬂ}‘_l for the
detector Det. The I; stands for the i-th frame in V, yg, is
the i-th pseudo bounding box, and n; and nY represents the
number of video frames and samples respectively.

Meanwhile, each frame is uniformly cropped into patches,
and all the scene patches are represented as P = {pi}?:pl. The
scene-level confidence s; corresponding to p; is calculated by
Inait.

Detector. The Det consists of deep learning-based detec-
tors, such as YOLO [49] and CenterNet [50]. It is noteworthy
that the Det takes the consecutive frames as input to make the

is utilized as initial pseudo-labels Y =
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TABLE I
LIST OF THE MAJOR VARIABLES

A\ the input satellite video
I; the ¢-th frame in satellite video V
n; the number of frames in satellite video V
P the set of scene patches in satellite video V
p;  the i-th scene patch in P
np  the number of scene patches in P
B;  the difference map of p;
S the set of scene confidence of P
S; the scene confidence of p;
Y% the set of pseudo-labels of Det in the k-th iteration
Y 4  the set of intermediate results of Det in the k-th iteration
nk  the number of intermediate results of Det in the k-th iteration
Y% the set of pseudo-labels of Ref in the k-th iteration
k" the number of pseudo-labels of Ref in the k-th iteration

most of the temporal information available in videos. During
the k-th iteration, the Det is trained by the pseudo-labels Y’j

k
Ak n
and generates intermediate results Y,; = {g]fjl ‘.
ifi
Refiner. The Ref is composed of deep léarning-based

classifiers, such as VGG [51], ResNet [52] and ResNeXt [53].
The Ref is responsible for discriminating the intermediate
results YZ and updating the pseudo-labels Yg“ for the next
iteration. The Ref also takes a three-stack frame containir)}g

the key frame as input. The training samples Y} = { yfl}:z .
of the refiner are derived from ?Z and S, the random sampling
strategy is implemented to generate negative samples. To
mitigate the impact of negative samples as much as possible, a
novel self-paced learning scheme is adopted during its training
phase.

Overall, during the initialization phase, the Init takes the
satellite video V as input, generates initial pseudo labels Yg
and calculates scene-level confidence scores S. Subsequently,
the Det trains based on the Yg, yielding intermediate detection

~ k ~
results Y,;. Upon receiving Y,, the Ref generates training
samples Yf by referencing S, and then performs self-paced

learning. Following this, the Y]; is discriminated and the
pseudo-label Y’;H is updated for the next iteration. Ultimately,
once the model has been fully trained, the unsupervised
satellite video object detection is executed by the Det.

B. Scene-Level Prior Constraint

The object distribution often exhibits consistency, and there
exists an implicit semantic relationship between scene cat-
egories. Thereby, the scene prior in satellite videos can be
explored to assist the model in eliminating distractor and
focusing on target regions. Given these considerations, we
extract scene prior in an unsupervised manner from three
aspects to obtain scene-level confidence.

1) Difference Prior. Firstly, scenes with more moving ob-
jects should be given higher confidence naturally. The moving
objects are generated by the Init during the initialization pro-
cess. Generally, the unsupervised detection method, whether
it is the frame differencing or the background subtraction,
is necessary to determine the foreground pixels through the

Init s,=0.13

Init s, =0.95

(b)

Fig. 3. Different scene patches and their corresponding difference binary
maps. It can be seen that by counting the foreground pixels in the difference
map, the L1 norm can intuitively reflect the number of moving objects
contained in the scene, providing the difference prior for the model.

produced difference binary map before obtaining the final
detection results. Therefore, the number of moving objects can
be estimated by counting the foreground pixels in the binary
map.

Based on this consideration, the confidence of the difference
prior s’ of i-th scene patch can calculated by the L; norm of
the corresponding difference map:

si=¢ (I1Bil,,) =w(Z|b<z,y>|) (1)

where b, ,) represents the pixel value located at (z,y) in
the difference map B;, and ¢ stands for linear normalization
function.As shown in Fig. 3, for scenes with more objects, the
difference map owns greater L; norm, thus obtaining higher
difference prior confidence.

2) Structural Prior. Difference maps often involve noise
due to the frame misalignment, resulting in a large number of
false positive samples. Therefore, simply counting the number
of foreground pixels is not enough. The structural information
of objects should also be taken into consideration, ensuring
that better-aligned scenes are assigned higher confidence.

Structured sparsity-inducing norm integrates prior structures
on a given set of variables [2], [54]. To encode prior structures
of related variables, the entire set of variables is partitioned to
a few groups by their relationships, and the structured sparsity
is defined on the group levels. Given the difference maps B;,
each group of related variables is constructed by the selected
pixels in B;, and the set of constructed variable groups is
denoted as G. Structured sparsity-inducing norm sums the
sparsity over all groups of variables as:

1Bill i = D_max|BI| = > [[Bigll, @

geG geG

in which g € G defines a group of related variables, and
B4 is a sparse vector with non-zero elements at the indices
represented in the group g.

For satellite videos, vehicles are commonly constructed by
a blob, therefore, the variables groups G is obtained by a
sliding window on B; with a size of 10x10 and stride of 1.
As illustrated in Fig. 4, foreground with spatially neighboring
pixels generates lower || B;||;, ,,_ than that with isolated pixels.
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Fig. 4. An exemplar on structured sparsity. (a) and (b) are two binary images
of 5x5 pixels, in which the white circles are considered as foreground pixels.
The set of variable groups G is constructed by a sliding grid of 3x3, which
are presented as rectangles in red. In (b), as more constructed groups contain
non-zero elements, its structured sparsity-inducing norm is higher than (a).

Thus, the structural confidence of the i-th scene patch si is
given by:

so=1-¢ (1Bl ) ©)

3) Statistical Prior. Due to the fixed resolution of satellite
videos, the size of vehicle objects in the same scene is expected
to be relatively consistent. An initialization bounding box that
is too large or too small may be false alarm. Therefore, the size
of the initialized bounding box in the scene can also reflect the
structural information of the object, helping the model identify
better-aligned and high-confidence scenes. Considering the
consistency of object size in the same scene, the variances
of the width and height of the bounding boxes are calculated
to provide the statistical prior:

i ‘7121;"‘02
%zl—w(izh) )

where s! represents the statistical confidence of the i-th scene
patch, while 02 and o7 respectively represent the variance
of the length and width of the pseudo bounding boxes.
Thereby, the scene with more uniform distribution of object
sizes will have a higher confidence. As shown in Fig. 5, the
confidence of the poorly aligned scene can still be suppressed
by the structural and statistical priors, despite having numerous

foreground pixels.
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Fig. 5. Structural prior and statistical prior confidence scores for different
scenes. The scene in (a) generates a large number of false foreground in
the difference map due to frame misalignment, while the scene in (b) is
better registered. The structural prior and statistical prior take into account
the structural information of the objects, and effectively suppress the prior
confidence of (a), enabling the model to focus on better-aligned scences.

After obtaining three prior cues, the confidence of the i-th
scene s; is weighted by them:

si:asfi—i-ﬁsi—k(l—a—ﬁ)si (5)

where a and  are weight coefficients.

C. Cooperative Self-Paced Learning

The accuracy of Ref in S-SPL is critical as it determines
the reliability of pseudo-labels employed in the Det and thus
significantly influences the performance of model. To effec-
tively train the Ref and diminish the impact of noise samples
on the feature representation, S-SPL develops a cooperative
self-paced learning method. The Ref estimates the quality of
samples based on the Det’s intermediate results and the scene-
level prior constraints. And it carries out feature learning with
the samples being sorted in accordance with the self-paced
learning paradigm.

Optimization Objective. The optimization formula for the
classic self-paced learning method is as follows:

min E (w,v, \) = Z Vi L(yi, 9i; w) + g (vi, A) (6)

where F denotes the optimization objective function, w is
the network weights, and the sample weight v;, ranging
from O to 1, is used to determine the importance of the
sample in curriculum learning. L represents the loss functions,
g is the regularization terms and A\ serves as a parameter
for the learning pace. In such a paradigm, the model can
simultaneously optimize the objective function and learning
process by constructing the regularization term g.

Unlike the classic self-paced learning method, the regu-
larization term in S-SPL, which aims to fully explore prior
knowledge, is not only related to the current trained Ref, but
also takes into account the intermediate results of Det and
the scene prior score. S-SPL is optimized with the following
form:

min B (Wda W, V,C, )\) = Z Ld(yg’i’ gs,za Wd)+

?

Z [’Uer(y'r]?,ﬁ gf,j; Wr) +g (vj7 Cjs A)]
J

(7

where wyq and w, refer to the network weights of Det and
Ref respectively, c; refers to the sample prior confidence, Lg4
and L, are the loss functions of Det and Ref respectively, g
is the regularization terms.

In S-SPL, the regularization term g relates to the parameter
A as well as the sample confidence score ¢. The j-th sample
confidence score c; takes into consideration the intermediate
results of Det and the scene prior restrictions, which is defined
as:
{ 1 7y£, 7 =
PG+ —p)sp Ly =1

where p is a weight coefficient. For the j-th training sample, if
it is a positive sample, c; is the weighted sum of the detection
confidence score outputted by the Det and the scene prior
score to which that sample belongs. If it is a negative sample,
c; is equal to one. The introduction of ¢; into the regularization

®)

Cj =
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term enables Ref to select more reliable samples according
to the intermediate results of the Det and scene-level prior
constraints throughout the training process, leading to more
precise feature expression.

We apply the linear soft regularize for S-SPL, which is
expressed as:

g@qu)(A+(ﬁ<;v2v> )

It can assign linear soft confidence weights to the training
samples with respect to the sample loss and sample confidence.

S-SPL iteratively optimizes Det and Ref in each epoch.
First, the weights of Det (wq) are optimized based on L.
Then, the intermediate results ?d of Det are generated, and the
sample prior confidence ¢ is obtained by combining the scene-
level prior constrain s. Next, the sample weight v is optimized
based on ¢ and the regularizer g. Finally, the weights of Ref,
W, are optimized based on v and L,.. The optimization process
is consistent with the procedure described in Section III. A.

The optimization process of S-SPL differs from classical
self-paced learning in two important aspects. First, classical
self-paced learning is an optimization method for a single
model, while S-SPL jointly optimizes two models (Det and
Ref). The sample weights of Ref depend on the confidence
scores generated by Det. Second, classical self-paced learn-
ing does not use external prior information, while S-SPL
introduces scene-level priors to constrain the sample weights,
making the unsupervised feature learning process more robust.

Negative Sample sampling. During the Ref training phase,
negative samples are acquired through the random sampling
of temporal and spatial dimensions. In the spatial dimension,
Ref randomly samples a rectangular area with a width and
height between 8-12 pixels as a negative sample. Because
the proportion of foreground pixels in satellite videos is very
small, this method can be implemented without worrying about
obtaining false negative samples. In addition, S-SPL randomly
selects positive samples, replaces the adjacent frames with
other frames of the key frame to generate negative samples,
thereby ensuring the diversity of negative samples in the
temporal dimension.

IV. EXPERIMENTAL RESULTS AND ANALYSIS
A. Datasets

In this paper, satellite videos from Jilin-1 and SkySat
satellites are used to verify the effectiveness of the proposed
S-SPL.

Dubai and San Diego datasets. The two datasets are cap-
tured over Dubai, UAE, on November 9, 2018 and San Diego,
USA, on May 23, 2017 by the Jilin-1 satellite, purchased from
Chang Guang Satellite Technology Company Limited. There
are 16,223 vehicles in Dubai and 28,381 vehicles in San Diego
dataset. Each dataset includes three satellite video sequences
comprising 320 frames with a frame rate of 10 fps and a
spatial resolution of 0.92m. Fig. 6 displays Videos 1-3 from
the Dubai dataset and Videos 4-6 from the San Diego dataset.
The frames sizes of Videos 1-3 and 5-6 measure 1000x1000
pixels, while that of Videos-4 measures 1500x700 pixels.

(a) Video-1

(d) Video-4

(9) Video-7 (h) Video-8

Fig. 6. Examples of satellite video datasets. (a), (b) and (c) belong to Dubai
dataset from the Jilin-1 satellite, (e), (f) and (g) are from San Diego dataset
from the Jilin-1 satellite, (g) and (h) are from Las Vegas dataset from the
SkySat satellite.

Las Vegas dataset. The Las Vegas dataset was obtained
on March 25, 2014 by the SkySat-1 satellite above Las Vegas,
USA. As illustrated in Fig. 6 (g) and (h), this dataset comprises
two satellite video sequences, each video has 700 frames with
a frame rate of 30 fps, and a spatial resolution of 1.0 m,
containing a total of 16,019 vehicles. The size of the frames in
Video-7 is 400x400 pixels, while that of Video-8 is 600x400
pixels.

B. Experimental setups

We developed the S-SPL in Python 3.9 and with PyTorch
1.12.1 without pre-trained parameters, and initialized it with
the PyTorch default setting. The training of the model was
carried out on Windows 11 system, incorporating a single RTX
3090 GPU and an Intel i7-5930K CPU.

In S-SPL, the Init is set to GMM v2 [14], which achieves
binary classification of foreground and background by con-
ducting temporal statistics on each pixel within the video
frames, employing multiple Gaussian probability density func-
tions to construct a probability distribution model for pixel
values. Considering the small size and dense distribution of
vehicle objects, the anchor-free detector CenterNet [50] is
selected as the Det to avoid setting up a large number of
anchors and reduce the computational load, equipped with
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TABLE II
DETECTION RESULTS OF DIFFERENT METHODS IN SATELLITE VIDEOS

Dubai San Diego Las Vegas

Rec. (%) Prec. (%) F1 (%) | Rec. (%) Prec. (%) F1 (%) | Rec. (%) Prec. (%) Fl (%)
Frame difference:
FFD [16] 48.49 40.15 43.93 54.43 43.34 48.26 46.97 35.73 40.59
SFD [17] 47.42 55.42 51.11 42.80 60.22 50.04 60.60 71.42 65.57
MDM [18] 59.34 58.05 58.69 55.40 56.24 55.82 59.92 56.08 57.94
Background subtraction:
ViBe [13] 45.95 50.34 48.05 46.09 52.10 48.91 48.29 50.86 49.54
GMM v2 [14] 68.91 54.63 60.95 62.63 55.30 58.74 52.26 50.86 51.55
FastMCD [56] 55.49 45.87 50.23 53.32 49.67 5143 66.17 47.54 55.33
Our:
S-SPL | 69.93 86.71 7742 | 7322 81.54 7716 | 79.18 70.48 74.58

a lightweight DLA-34 [55] as the backbone. Besides, All
detections run on feature maps downsampled by 2x, instead of
the default of 4x.Moreover, in order to improve the learning
efficiency and minimize the risk of overfitting, we construct
the classic ResNet-18 as the Ref.

Throughout the training phase, S-SPL is trained for 20
epochs. Within each epoch, CenterNet accepts scene patches
measuring 64x64 pixels as input and is optimized utilizing
the Adam optimizer with a learning rate of 0.001 and a batch
size of 16 across 8 episodes. Subsequently, ResNet-18 receives
intermediate detection results that have been resized to 32x32
and is trained using the Adam optimizer with a learning rate
of 0.001 and a batch size of 512 across 15 episodes. During
this stage, negative samples are generated through random
sampling in both spatial and temporal dimensions, with a
sampling ratio of 0.2 and 0.25 respectively. Additionally, the
coefficients a and [ in the calculation of scene confidence
are set to 0.6 and 0.2. Apart from random flipping during the
training process, no other data augmentation methods were
employed.

We use common evaluation metrics Precision, Recall, and
F1 score for all experiments, which are given by:

Recall =TP/(TP+ FN)
Precision =TP/(TP + FP)
2 X Recall x Precision

(10)

F =
! Recall + Precision

where T'P denotes the number of correct detections, F'N and
F P are the numbers of missed detections and false alarms,
respectively. Given the small size of objects in n satellite
videos, the IoU threshold for correct detection is set to 0.3.

C. Detection Results of Different Methods

We conducted a comparison between S-SPL and repre-
sentative traditional unsupervised methods. The traditional
methods encompassed three inter-frame difference techniques,
namely, FFD [16], SFD [17], and MDM [18], along with three
background subtraction methods that were ViBe [13], GMM
v2 [14], and FastMCD [56].

The experimental results of the comparison algorithms are
illustrated in Table II. The S-SPL achieved state-of-the-art

results on three datasets, with F1 scores of 77.42%, 77.16%,
and 74.58%, respectively, these scores were higher than the
existing best-performing unsupervised method by 18.73%,
18.41%, and 9.01%, respectively. Additionally, S-SPL demon-
strated better robustness across three datasets, implying the
effectiveness of high-dimensional deep features compared to
other traditional algorithms.

Fig. 7 show the visual detection results in the satellite
videos, where true positives are represented in blue, false
negatives in yellow, and false positives in red. It can be
observed that FFD, SFD, ViBe, and FastMCD generated a
considerable number of false negative detections for slowly
moving objects, especially in the Dubai dataset. This is due to
their insufficient utilization of motion information. FFD and
GMM v2 generated a large number of false alarms in the
background region. In contrast, S-SPL reduces false alarms
by introducing scene-level prior constraints. Overall, S-SPL
generates fewer missed detections and false alarms and is less
impacted by frame misalignment.

D. Ablation experiments

The efficacy of various modules within S-SPL was evaluated
by ablation experiments. GMM v2 served as a baseline in
ablation experiments. Different combinations of the modules
were added to the baseline to verify the efficacy of each. Table
III provides the corresponding results, and the numbers in the
parentheses refers to the gap between the corresponding model
with baseline.

The results presented in the first three rows indicate that
the model performance deteriorates when pseudo labels are not
subjected to any filtering or constraints, and the introduction of
Ref leads to further deterioration. This is due to the impact of
inaccurate pseudo labels on the feature learning. As iterations
progress, feature drift and pseudo label errors continuously
deteriorate, ultimately leading to persistent performance degra-
dation. Furthermore, this phenomenon is more pronounced in
complex models.

The fourth row of Table III demonstrates that incorpo-
rating self-paced learning significantly enhances the model
performance, thus surpassing the baseline. By adopting self-
paced learning, Ref is better equipped to select high-quality
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(e) Vibe (f) FastMCD (g) GMM v2 (h) S-SPL

Fig. 7. The ground truth (a) and detection results (b) FFD, (c) SFD, (d) MDM, (e) Vibe, (f) FastMCD, (g) GMM v2, and (h) S-SPL. The first two rows and
last row represent the results on the Jinlin-1 and SkySat satellite video datasets, respectively. The true positive is represented in blue, the false negative is in
yellow, and the false positive is in red.
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(e) Video-5

Fig. 8. Visualization of scene confidence.

(d) Video-4

() Video-7

TABLE III
ABLATION EXPERIMENTS IN S-SPL

Det Ref Self-Paced Scene-Level Dubai San Diego Las Vegas

Learning Prior Fl (%) 1 F1 (%) T Fl (%) T
60.95 58.74 48.66

v 55.45 (-5.5) 54.43 (-4.31) 44.87 (-3.78)

v v 46.81 (-14.14)  43.26 (-1548)  36.94 (-11.72)

v v v 73.61 (+12.66)  72.02 (+13.28)  65.94 (+17.28)

v v v 68.72 (+7.77) 64.33 (+5.59) 63.14 (+14.48)

v v v v 7742 (+16.47) 77.16 (+18.42)  74.58 (+25.92)

learning samples, which supports more discriminative feature
learning. Moreover, the improvement in Ref’s classification
performance leads to higher accuracy in pseudo label genera-
tion for Det’s training, resulting in greatly improved detection
accuracy.

The next row illustrates the performance when using scene
confidence s; alone as the weight for the loss to guide the
learning process. It is evident that, under this setup, the
model’s performance surpasses the baseline but falls short of
the cooperative optimization of object and scene confidence.
This is primarily due to the fact that even high-quality scenes
can contain low-quality samples, and the presence of samples
with falsely high confidence can significantly interfere with
feature learning. Additionally, in this manner, the weights of
noisy samples cannot be corrected during the learning process,
which has a significant probability of leading to feature drift
issues.

The final row in the table shows that applying the proposed
cooperative self-paced learning futher improves the model’s
performance, especially with the Las Vegas dataset. By explor-

ing multi-cue scene priors, S-SPL identifies high-confidence
scenes and effectively filters out low-quality samples at the
semantic level, thereby enhancing the effectiveness of self-
paced learning. Fig. 8 provides visualization of the scene-level
confidence, where red denotes high-confidence scenes and blue
denotes low-confidence scenes. As shown in Fig. 8 (d), S-SPL
effectively filters interference caused by frame misalignment
in the extensive water areas by appropriately weighting and
summing the scores of three priors. The proposed approach
identifies scene-level confidence without requiring additional
annotation, offering reliable constraints for self-paced learning.

E. Comparison with fully/weakly supervised detectors

To verify the accuracy gap between S-SPL and super-
vised methods, we tested the latter on the Jilin-1 and Skysat
datasets, and the results are recorded in Table IV. The fully
supervised methods used for comparison include the general
object detector Faster R-CNN [57], YOLO v4 [49], CenterNet
[50], together with the customized detector ClusterNet [9]
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TABLE IV
DETECTION RESULTS OF THE FULLY/WEAKLY SUPERVISED DETECTOR AND S-SPL

Dubai San Diego Las Vegas
Rec (%) T Prec (%) T F1 (%) 7T | Rec (%) T Prec (%) T F1 (%) 7T | Rec (%) T Prec (%) T Fl (%) 7T
Fully Supervised Method:
Faster R-CNN 86.13 87.27 86.7 88.47 84.28 86.32 85.14 80.81 82.92
YOLO v4 88.98 87.48 88.22 88.93 86.97 87.94 87.71 82.47 85.01
CenterNet 87.41 89.15 88.27 73.25 88.67 80.23 81.41 88.73 84.91
ClusterNet 83.73 92.16 83.73 82.68 90.27 86.31 83.75 80.76 80.76
SDANet 91.25 94.26 92.73 90.59 90.32 90.45 87.3 90.22 88.74
Weakly Supervised Method:
SDL 66.95 73.78 7020 | 60.12 70.29 6481 | 6456 68.12 66.29
Proposed Method (Unsupervised Method):
S-SPL 69.93 86.71 7742 | 73.22 81.54 7716 | 79.18 70.48 74.58
TABLE V TABLE VII

DETECTION RESULTS OF S-SPL WITH DIFFERENT INITIALIZER

N F1 (%) 1
Initializer ~ Dubai  San Diego  Las Vegas
FFD 59.62 65.81 60.12
MDM 74.10 75.5 69.71
ViBe 73.46 75.46 70.29
FastMCD  74.52 75.00 75.06
GMM v2  77.42 77.16 74.58
TABLE VI

DETECTION RESULTS OF S-SPL WITH DIFFERENT REGULARIZER

_ F1 (%) 1
Regularizer ~ Dubai  San Diego  Las Vegas
Hard 66.93 66.13 68.81
Linear 77.42 77.16 74.58
Mixture 75.06 74.89 70.76

and SDANet [11] for satellite data. In addition, as a self-
supervised approach, the weakly supervised detector SDL [58]
for satellite imagery was also implemented as a comparison.
For the supervised methods, Video-1, 2, 4, 5, and 8 are used for
training, and the remaining videos are used for evaluation. The
same division is applied to S-SPL. For fairness, all detection
models adopted a three-frame stacked input.

As summarized in Table IV, the best performing model is
SDANet, which achieved F1 scores of 92.73%, 90.45%, and
88.74% on the three datasets, respectively. Its density adaptive
algorithm designed specifically for remote sensing scenarios
shows superior performance. The performance of the three
general detectors is close, with YOLO v4 achieving the highest
F1 scores on the San Diego (87.94%) and Las Vegas datasets
(85.01%), respectively. CenterNet takes the lead with an F1
score of 88.27% on the Dubai dataset.

The weakly supervised detector SDL achieved F1 scores of
66.20%, 64.81%, and 61.29% on the three datasets, which are
lower than those of S-SPL. This discrepancy is primarily due
to the method’s failure to incorporate temporal information in
the extraction of morphological features and the generation

DETECTION RESULTS OF S-SPL WITH DIFFERENT PATCH SIZE

F1 (%) 1
Patch size  Dubai  San Diego  Las Vegas
256x256 69.76 70.15 69.55
128x128 75.60 73.09 72.28
64x64 77.42 77.16 74.58
32x32 69.57 70.54 72.04

of pseudo-labels. Given the lower spatial resolution and the
prevalence of distractors in satellite videos, SDL leads to a
certain number of samples with imprecise localization. Fur-
thermore, during the training of CNNs, there is no mechanism
to filter out these noisy samples, resulting in a bias in feature
learning and ultimately a degradation in the performance of
the detector.

Compared to the state-of-the-art detector, S-SPL. declined
by 15.31%, 13.29%, and 14.16% on the three datasets, re-
spectively. Compared to general detectors, the performance
of S-SPL decreased by about 10%. Without introducing any
supervised information, we believe that this gap is reasonable.

F. Sensitivity Analysis

In this section, we examined the sensitivity of S-SPL by
adjusting relevant parameters in the present study.

Initialization results. We selected several representative
traditional unsupervised satellite video object detection meth-
ods as the initializer of S-SPL. Table V summarizes the
experimental results. S-SPL achieved the best performance in
the first two datasets by employing GMM V2 as the initializer.
However, in the Las Vegas dataset, using FastMCD as the
initializer resulted in a slight improvement. The results of the
remaining initialization method reveal that the model perfor-
mance marginally fluctuates, indicating that S-SPL is robust to
initialization results. FFD, in particular, is adversely impacted
by frame misalignment, causing an excessive number of false
positive samples. Furthermore, FFD’s low-quality difference
map significantly impacts scene prior confidence calibration,
ultimately leading to drastic performance deterioration of the
model.
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TABLE VIII
RESOURCE USAGE OF DIFFERENT DETECTORS

Faster R-CNN YOLO v4 SDANet ClusterNet S-SPL
Params. 48.98M 64.36M 190M 52.92M  28.9M
FLOPs 103.44G 71.35G  367.41G 148.03G 50.36G

Regularizer of cooperative self-paced learning. Different
regularization terms can affect the pace of self-learning. In S-
SPL, we experiment with three classic regularization terms,
namely Hard, Linear, and Mixture. Within the framework
of our proposed cooperative self-learning approach, the Hard
regularization term is expressed as:

fH(v,c,)\):—()\—l—c)v 11

With this term, the regularizer conducts either 1 or 0 (i.e.,
being selected in training or not) for the weight v, by judging
whether the loss of corresponding sample value is smaller than
the pace parameter (A + ¢) or not.

And the Mixture regularization term is given as:

M Y
/U7 c? )\’ = N
7oA ) v+7v/(A+c)
This regularizer can be seen as a combination of hard
and linear regularization terms. The samples with loss less
than [(A+¢)v/(A+c+7)]* are assigned a weight of 1,
whereas those with loss between [(A + ¢)v/(A + ¢ +~)]* and

(X + ¢)°L are assigned a weight of v (1/\ﬂ - 1/)\), and for

those samples with loss above (A + ¢)°, the weight assigned
is 0.

As depicted in Table VI, the model exhibits the best
performance while employing the Linear regularization term.
The Hard regularization term enforces rigid sample selection
which can lead to unstable training in the unsupervised task,
while the Mixture regularization term requires higher tuning
demands due to the introduction of hyperparameters.

Scene patch size. We tested the most appropriate parame-
ters by adjusting the patch size. The obtained experimental re-
sults demonstrate that excessive patch size results in inaccurate
foreground and background segmentation. This consequently
undermines the effectiveness of the scene prior. Conversely,
smaller patches are more sensitive to initialization results,
leading to errors in confidence calculation due to inadequate
semantic information. From Table VII, it is evident that S-
SPL exhibits the best performance at a scene patch size of
64x64. Our experimental results indicate that excessively large
patch sizes resulted in inaccurate foreground and background
segmentation, which affected the effectiveness of the scene
prior. Conversely, smaller patches lead to higher sensitivity
to semantic information and initialization, causing errors in
confidence calculation. From Table VII, S-SPL exhibits the
best performance at a scene patch size of 64x64.

12)

G. Efficiency analysis

As an unsupervised method, S-SPL pursues a lightweight
architecture to achieve efficient feature learning and avoid

overfitting. The parameters counts and FLOPs of S-SPL, as
well as the comparison with other mainstream deep learning-
based detectors, are recorded in Table VIII. Specifically, S-
SPL’s parameter and FLOPs contributions primarily stem
from the Det and Ref, as the Init does not involve deep
learning models, hence their respective parameters and FLOPs
can be negligible. The newly designed self-paced learning
method does not introduce additional model parameters either.
CenterNet equipped with DLA-34 is selected as the detector,
with 17.7M parameters and 39.61G FLOPs. Compared to the
original model, there is a slight increase in computational cost,
which is due to the fact that the detector in S-SPL accepts three
consecutive frames as input, rather than a single static image.
Additionally, to retain the detail features of small objects,
a downsampling rate of 2x was employed instead of the
standard 4x. The Re f deploys ResNet-18 as the classifier, with
11.2M parameters and 10.75G FLOPs, also accepting three-
frame inputs, thus incurring higher FLOPs than the original
model. Collectively, S-SPL’s parameter count and FLOPs total
28.9M and 50.36G, respectively. These indexes demonstrate
an advantage over mainstream detectors, as detailed in Tables
VIIL

In terms of latency, utilizing a single RTX 3090 GPU and
pre-trained weights, the model achieves an inference speed of
46 FPS for optical satellite videos with 1000x1000 resolution,
which meets the real-time standard.

V. CONCLUSION

In this paper, we developed a novel unsupervised deep
learning framework for satellite video object detection. By
incorporating deep features, the proposed method reduces in-
terference caused by low resolution and misalignment between
frames without the need for data annotation. Meanwhile, a
novel cooperative self-paced learning method is proposed to
iteratively optimize the model. This enables the network to
follow a dynamic priority list in ascending order of relia-
bility of the samples. Additionally, based on the semantic
relationship between scenes and objects, the scene-level prior
confidence is calculated to provide constraints on the samples
during self-paced learning, which guide the model to focus
more on samples from the higher confidence scenes. Our
extensive experiments and visual analysis on three satellite
video datasets demonstrate that the proposed method surpasses
state-of-the-art methods. We hope that this work opens up a
new research direction for unsupervised satellite video object
detection.
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