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Abstract—With the differential sensitivity and high time res-
olution, event cameras can record detailed motion clues, which
form a complementary advantage with frame-based cameras to
enhance the object tracking, especially in challenging dynamic
scenes. However, how to better match heterogeneous event-image
data and exploit rich complementary cues from them still remains
an open issue. In this paper, we align event-image modalities
by proposing a motion adaptive event sampling method, and
we revisit the cross-complementarities of event-image data to
design a bidirectional-enhanced fusion framework. Specifically,
this sampling strategy can adapt to different dynamic scenes and
integrate aligned event-image pairs. Besides, we design an image-
guided motion estimation unit for extracting explicit instance-
level motions, aiming at refining the uncertain event clues to
distinguish primary objects and background. Then, a semantic
modulation module is devised to utilize the enhanced object
motion to modify the image features. Coupled with these two
modules, this framework learns both the high motion sensitivity
of events and the full texture of images to achieve more accurate
and robust tracking. The proposed method is easily embedded in
existing tracking pipelines, and trained end-to-end. We evaluate
it on four large benchmarks, i.e. FE108, VisEvent, FE240hz and
CoeSot. Extensive experiments demonstrate our method achieves
state-of-the-art performance, and large improvements are pointed
as contributions by our sampling strategy and fusion concept.

Index Terms—Event Camera, Event-image Fusion, Object
Tracking.

I. INTRODUCTION

OBJECT tracking aims at locating an object sequentially
in a video, given only the annotation of the first frame.

It has a wide range of applications in video surveillance,
robotics, autonomous driving and other fields [1], [2], [3].
The current approaches address the tracking problem by con-
structing a target model to differentiate between the target and
background appearance. Despite frame-based vision sensors
provide the rich scene information, one main challenge still
lies in that the target objects may undergo heavy obscure,
large deformation and low-light condition in complex dynamic
scenes. In this context, we make a new attempt by introducing
a natural motion sensor, the event camera.

Event cameras [4], [5], [6] are bio-inspired vision sensors
based on spatio-temporal contrast sampling, which measures
brightness change independently at each pixel with a microsec-
ond time resolution. Due to the differential sensitivity and high
sampling rate, event cameras can record detailed and explicit
motion clues [7], [8], [9], [10], [11]. Therefore, the frame-
based camera and event camera form unique complementary
advantages in describing the discriminative object context.
From the biological point of view [12], [13], event cameras
perceive motion by imitating the retinal periphery, and frame-
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Fig. 1. The images and events are the results of integral and differential
sampling by vision sensors, of which absolute and relative information can
be mutually referenced. To this end, we propose this cross-complementary
fusion framework.

based cameras record fine textures by simulating the fovea,
which are inherently complementary. Towards this end, we
focus on exploring the intrinsic complementarity of the event-
image modalities to improve the object tracking performance,
especially in challenging dynamic scenes.

Events are natural motion signals, but the unique hetero-
geneity hinders its deep fusion with structured images. One
problem is the variable/uneven distribution. Asynchronous
events manifest discrete points in spatio-temporal domain, and
their density distribution varies with motion. Consequently,
some transformation strategies encounter difficulties in ob-
taining stable event representations with distinct and integral
textures. Another problem is the motion uncertainty. On dy-
namic scenes, events are triggered in all the high-contrast
areas (e.g., scene contours and texture boundaries), which
correspond to both the moving objects as well as the ego-
motion camera (see Fig.2). Regrettably, due to the sensor’s
difference sensitivity, slight camera movements can trigger
widespread “background events”. However, the ambiguous
distinction between different instance-level events may pose
interference to capture the target objects. Different from the
existing methods, we revisit the negative impacts derived from
the motion variability and ambiguity of events, and strive to
exploit the profound complementary for event-image fusion.

Events record explicit motion clues as guideline for image.
In contrast, images provide fine textures as reference for
distinguishing between the background and object events. Nat-
urally, these two modalities constitute a cross-complementary
condition. In this paper, we propose a motion adaptive sam-
pling (MAS) method to align event-image modalities and a
bidirectional-enhanced fusion framework for more accurate
object tracking, namely CrossEI. As shown in Fig.1, our
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Fig. 2. Motion uncertainty of events. A and C represent the events caused
by the different moving objects, and B denotes the background events. These
instance-level events are highly similar and intertwined, exhibiting a fuzzy
correlation with their motions.

framework adopts a two-stage interactive pattern. First, image
sequences guide events to extract explicit object motion;
then, event-derived motion features heighten image features to
encourage more sensitivity to the target objects. Specifically,
by explicitly leveraging the photometric consistency of image
pairs and the motion independence between camera and the
moving objects, we propose a motion estimation module
(MoE) to effectively separate the complete scene motion into
instance-level layers. This module aims at refining the uncer-
tain event clues that distinguish primary objects and back-
ground. Then we propose a light-weight semantic modulation
module (SeM) to utilize the enhanced motion map to modify
the semantic features from image pathway, which give more
attention to the target regions. Integrating the two modules, our
framework learns both the high motion sensitivity of events
and the full texture of images, to capture motion objects and
progressively generate more accurate results.

To validate the effectiveness of the proposed approach, we
evaluate our method on four large-scale event-image object
tracking benchmarks: FE108, VisEvent, FE240hz and CoeSot.
Empirically, CrossEI set a new state-of-the-art performance
on all benchmarks. Specifically, our comprehensive ablations
demonstrate the efficacy contributed by the adaptive sampling
and cross-complementary fusion concept. Contributions of this
paper are summarized as follows:

• For exploring the event-image cross-complementarities
in object tracking, we revisit the motion variability
and ambiguity of events, and design an adaptive sam-
pling method to align event-image modalities and a
bidirectional-enhanced framework.

• We design an event-based motion estimation module to
separate out the instance-level motions aiming at refining
the uncertain event clues to distinguish primary objects,
as well as a semantic modulation module to utilize
the decoupled object motion to modify the image-based
semantic features.

• We evaluate our method on the motion-oriented object
tracking task, showing the state-of-the-art performance
on all benchmarks. And the comprehensive ablations
demonstrate the strong efficacy of our sampling strategy
and fusion concept.

II. RELATED WORKS

In the field of neuromorphic tracking, many excellent works
have emerged in recent years. In these works, they mainly
focus on how to learn the pivotal event features for describ-
ing objects, and explore the complementarity of event-image
modalities for more robust tracking. Furthermore, we also
introduce some other event-image fusion methods to expand
our thinking.

A. Event-based Object Tracking

Owing to the excellent dynamic characteristics and supe-
riority for object capturing, event-based tracking [14], [15]
has been a progressively prevalent research field in recent
years. Specifically, Barranco et al. [16] proposed a mean-
shift clustering algorithm which labels each event for object
tracking. Mitrokhin et al. [17] proposed a time-image rep-
resentation to compensate camera motion and track objects
based on the motion inconsistencies. Then, Chen et al. [18]
proposed a time-surface representation and introduced a 5-
DoF motion model to explicitly regress object motions. To
tackle the object-loss issue due to fast motion, Jiang et al. [19]
proposesd a framework that contains an offline detector and
an online tracker. Recently, Zhang et al. [20] proposed a dual-
branch spiking transformer to dynamically extract and fuse
information from both temporal and spatial domains. More-
over, Zhu et al. [21] proposed to utilize a graph-embedded
network to encode event clouds to achieve effective object
tracking. To summarize, although beneficial for capturing
motion objects, the only-event methods perform poorly on
complex backgrounds due to lack of fine-grained texture cues.
Instead, our approach focuses on leveraging complementarity
between event and image modalities.

B. Event-image Object Tracking

Joint utilizing the event and image for robust tracking is
an intuitive idea and the initial verification has been obtained
in following works. For example, Liu et al. [22] attempted to
extract candidate ROIs from image and event simultaneously
for more accurate tracking. Gehrig et al. [23] proposed asyn-
chronous photometric feature tracking with event-image data.
To achieve ultra-high rate tracking, Zhao et al. [24] devel-
oped a parallel snn-cnn framework. These early works were
developed on the event-image setting, but their experiments
are conducted on simulation data or several simple sequences.
Their performance on large-scale benchmarks with complex
scenarios is still unknown. With the introduction of the new
large-scale datasets [25], [26], this field has developed rapidly.
Zhang et al. [25] utilized self- and cross-modal attention
schemes to enhance event features and adaptively combine
mutli-modality information. Wang et al. [26] proposed an
elaborate cross-modality transformer to achieve more effective
event-image feature fusion. Recently, [27] proposed a tracking
network consisting of multi-modality alignment and cross-
correlation fusion modules to combine meaningful event-
image information.
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Fig. 3. The overall architecture of our tracker and its key components. The tracker receives the template and search branches as input to extract features in a
siamese style, and then links their feature correlations to predict the object in search frame. Initially, a motion adaptive sampling method is proposed to obtain
stable event units. Then, the motion estimation module is designed to extract explicit motion aiming at refining the uncertain event clues to distinguish primary
objects. Finally, the semantic modulation module utilizes the instance-level motion to modify the image-based features and fuses multi-modal information.

C. Other Event-image Vision
In addition to tracking, there are also some classic event-

image fusion methods in other object perception tasks. Zanardi
et al. [28] designed a wormhole learning framework to utilize
event data as an auxiliary modality to improve the image
detector. Conversely, deng et al. [29], [30] proposed to improve
event-based models by leveraging knowledge distilled from
the image domain. Commonly, [31], [32], [33], [34] input
event-image data to a dual-branch fusion network with feature
addition and concatenation. Bridging event to video, [35]
reconstructed events back to gray images, and then proposed
a dual-branch network to extract features. To enable informa-
tion exchange between the event-image data, cross-modality
transformers [36] were utilized to perform information aggre-
gation. Recently, [37] proposed a novel bio-inspired unifying
framework to fuse two modalities via a dynamic interaction
mechanism.

In summary, these cross-modality methods have discrimina-
tively explored event-image complementarities and achieved
better performance. Different from these methods, this work
not only explore the strengths of event modality, but also takes
its motion variability and ambiguity into account. We strive to
construct a cross-complementary framework to fusion event-
image data for object tracking.

III. PROPOSED FRAMEWORK

The overview of the proposed approach is illustrated in
Fig.3, whcih contains three components: a motion adaptive
event sampler, a bidirectional-enhanced fusion framework,
and the tracking head. Specifically, our fusion framework is
composed of the motion estimation and semantic modulation
modules.

A. Event Representation
Event cameras [38], [39] asynchronously capture pixel-level

log-intensity change for triggering events. An event can be
described as a tuple (x, y, t, p), which is generated for a pixel
x
.
= (x, y)> at the timestamp t once the log-intensity change

exceeds the threshold c, and it can be described as:

ln I(x, t)− ln I(x, t−∆t) ≥ pc (1)

where p ∈ {+1,−1} is the polarity which means the sign of
bright change, ∆t is the time since the last event at location
x.

For event-image fusion, raw events are first split into appro-
priate packets as basic processing units, which are then paired
with synchronized images. Especially, the event distribution
is heavily influenced by motion scenes, of which the varying
distribution counts against stably sampling edge-intact event
packets that align well with images. The existing methods [35],
[25], [26], [37] typically partition events with constant time
window or event number. The time sampling may suffer from
blur in fast motion and sparsity in slow motion, while the
quantity sampling has the opposite issue (see Fig.4). These
swollen boundaries and vague textures will increase the am-
biguity of the target objects. Even with abundant timestamps,
the event signals themselves are challenging to recover with
clear boundaries. To enhance the adaptability of event input,
we propose a motion-adaptive sampling algorithm III-A. Here,
we exploit the max local event density to measure the texture
integrity. When this density exceeds a threshold, the algorithm
terminates. This method adjusts event packet size for dynamic
scenes, preserving robust object information.

Further, to make events compatible with the images, fol-
lowing the setting in [40], we aggregate the event set E into
a three-dimensional volume E(E) ∈ RH×W×B . This process
preserves most of the event-derived motion information. In our
experiment, we set B = 3.

B. Motion Estimation

Assume that the scene brightness remains constant [41], and
all changes in intensity field are generated by motion. Define
as w = (u, v) to be a motion field in ∆t (e.g., the optical
flow), and wx its value at a given pixel x. From a reference
time t−∆t to t, the brightness constancy can be written as:
I(x, t−∆t) = I(x+wx, t). Binding Formula (1), the process
of motion-derived event triggering can be formulated as:

E = {e .
= (x, t, p)| ln I(x, t)− ln I(x + wx, t) ≥ pc} (2)

This formula illustrates that the generation of event not
only depends on motion (dynamic infomation), but also on
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Fig. 4. Illustrations of event sampling. Two existing methods may result in
blurred or sparse textures. Our adaptive sampling strategy can obtain edge-
clear event packets robust to motion scenes.

Algorithm 1: Motion Adaptive Sampling

Input: an initialized event set E = {ei}Nini

i=1 , patch size
kl, forward event step s, density threshold T .

1 I ← E , Aggregate the events to the image of warped
events (IWE);

2 P(i, j)← I, Divide the IWE into Nh ×Nw patches;
3 C(i, j)← P(i, j), Count patch-level event number;
4 D ← max(C(i, j))/(kl × kl), Calculate the maximum

local event density;
5 while D<T do
6 Ī ← Ē , Aggregate s new events forward;
7 P̄(i, j)← Ī, Divide new IWE;
8 C̄(i, j)← P̄(i, j), Count new local events;
9 C(i, j)← C(i, j) + C̄(i, j), Update the local event

numbers;
10 D ← max(C(i, j))/(kl × kl), Update the

maximum event density;
11 E ← E + Ē , Update the event set;
12 end
13 return event set E .
14 HP: Nini = 4000, kl = 8, s = 1000, T = 3.

the intensity of the scene (absolute infomation). Meanwhile, it
clearly reveals the motion uncertainty of the events represented
in Fig.2. This diagram of motion-derived event trigger can be
denoted by Figure 5 (a).

Events are generated by moving edges, and then are trans-
formed along the time according to a motion model F,
producing new events at a reference time tref :

e
.
= (x, t, p) 7→ e′

.
= (x′, tref , p

′) (3)

The model x′ = Ft→tref (x) geometrically transports each
event from t to tref along the motion curve that passes through
it.

(a) Event Generation
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Fig. 5. Illustrations of motion-derived event generation, event-image align-
ment and the motion estimation module.

Events are generated under certain conditions of motion
and brightness, which means that we can utilize events and
intensity information (i.e., image) to estimate motion field. The
reason why the raw events difficultly represent motion is that
they cannot be aware of their starting and ending positions.
With the absolute light intensity as reference, the events can be
backtracked from start to end. For this idea, we construct this
motion estimation model based on the internal event-image
alignment:

wt→tref = F(E(Et→tref ),θ; It, Itref ) (4)

where event set E is converted to event volume and parameter
θ is used to learn the event-motion relationship, image pair
It and Itref are used to align pixel-level event volumes.
Specifically, we set tref as t+ 1 in experiments. The process
of event-image alignment is shown in Figure 5 (b).

Typically, the events are essentially the sum of some in-
dependent sets (i.e., for objects and background) [42]: E =
E1 + . . .+ En. According to Formula (4), the motion field w
can be implicitly expressed as:

w = w1 + . . .+ wn (5)

It means that it is promising to estimate the corresponding
motion representations for different instances.

The motion field tend to be perceived as locally homoge-
neous. To mitigate local overfitting and reduce the complexity
of the motion field [43], we divide the flow plane into
numerous non-overlapping patches, defining a flow vector at
the center of each patch and interpolating the flow on all other
pixels. Adopting classical UNet-like structures, we combine
our patch-based approach with a multi-scale strategy. Our
approach is illustrated in Fig.5 (c). For an event volume, we
apply the patch-based encoder in a coarse-to-fine manner (e.g.,
Ns = 4 scales). Then, we use bilinear interpolation to upsample
between any two scales on flow decoder. Due to the fact that
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the event-free area represents no motion or low contrast. The
motion field in these areas are difficult to estimate and prone
to local overfitting, so we use event mask to obtain the filtered
motion field:

w̄ = w �mask(E) (6)

For optimization, we exploit the photometric consistency
to conduct event-image alignment. The absolute brightness
information of image-pairs guides the uncertain event clues
by pixel-level warping. The photometric loss aims to minimize
the difference in intensity between the warped first image and
the second image, which is a generic loss used for outlier
rejection in optical flow estimation:

`photo (w̄; It, It+1) =
∑
x∈Ω

σ (It(x)− It+1(x + w̄x)) (7)

where Ω represents the area where events exist, σ is the
Charbonnier loss [44] σ(x) =

(
x2 + η2

)r
. For our work,

r = 0.45 and η = 1e− 3.
According to the local homogeneity and uniformity of mo-

tion, we apply a regularizer in the form of a smoothness loss.
The smoothness loss aims to enhance the spatial collinearity
of neighboring flow. It is computed as follows:

`sm (w̄) =
∑
x∈Ω

∑
i∈M(x)

σ(w̄x − w̄i) (8)

where M is the 8-connected neighborhood around x, and σ
is the same Charbonnier loss.

The overall motion loss is computed as the weighted sum
of the photometric and smoothness loss:

Lmotion = `photo(w̄) + λ`sm(w̄) (9)

where we set λ = 0.2 in experiments.

C. Semantic Modulation

After motion estimation, we obtain the more unambiguous
motion representations (i.e., explicit motion direction and mag-
nitude). The event-originated optical flow shows astonishing
potential in object tracking, as (i) it helps focusing on the
motion content, which are not always distinguishable from the
surrounding environment. (ii) its motion inconsistency helps
distinguish different moving objects and background. while
(iii) compensating the object context for degraded images.

To encourage the image pathway to be more sensitive to
the motion regions and identify different moving targets, we
propose the semantic modulation module (SeM). We set the
ResNet18 [45] as our image and event feature extractor. Both
extractors lead to four feature hierarchies, and we perform
semantic modulation at first two hierarchies (i.e., res1 and
res2). The SeM module is able to modify the appearance
features by incorporating motion and weighting the motion
areas. As illustrated in Fig.6. First, we structure two feature
projectors to learn a pair of transformation motion features.
Then, we make explicit attention manipulation of semantic
features with the motion features, including pixel-wise feature
scaling and shifting. Last, we use residual connections to
add the modulated semantic features to the original features.
Concretely, the process is expressed as:

Motion Space

Semantic Space

Norm
1x1

Conv.

� × � × �

Norm
1x1

Conv.
����

���� ����
′

� × � × �

� × � × �

� × � × � � × � × �

Scale Projector Shift Projector

� �

Fig. 6. The illustration of the semantic modulation module.

(α, β) = Ψ1(Fmot),Ψ2(Fmot)

F
′

sem = (α� Fsem ⊕ β)⊕ Fsem

(10)

where Ψ is the 1 × 1 conv based feature projector, �/⊕
is the hadamard product and addition. The semantic and
motion feature maps Fsem, Fmot have the same dimensions
and sizes. The motion features represented by (α, β) influences
the appearance network by spatial-wise modulations.

D. Classifier and BBox Regressor

Following FENet [25], then we feed the fusion features into
the classifier and bbox regressor of DiMP [46] to locate the
object. The inputs are the template features FT ∈ RW×H×C ,
search features FS ∈ RW×H×C , and the corresponding
target bounding box BT ∈ R4. For the classifier, we use a
convolutional layer to predict the target confidence score. Its
filter weights f are initialized based on the template features
and target bounding box, and are optimized by a steepest
gradient descent method. Then, the filter is applied to search
features:

f = D(P(FT , BT ))

s = FS ∗ f
(11)

Here, P denotes PrPool [47] layer, D denotes the optimizer, ∗
denotes convolution and s ∈ RW×H is the confidence score.

The regressor employs a IoU predictor to predict bounding
box. First, we input FT and BT to modulation block, and
obtain a coefficient vector c(FT , BT ) ∈ R1×1×Cz . This
modulation block consists of a convolutional layer followed by
PrPool and a fully connected layer. Then, we obtain the pooled
search features z(FS , B) ∈ RK×K×Cz with the estimated box
B. The computed search representation is then modulated by
the coefficient vector via a channel-wise multiplication, and is
fed to the IoU predictor g. The predicted IoU of the bounding
box B is hence given by:

IoU = g
(
c
(
FT , BT

)
· z(FS , B)

)
(12)

E. Tracking Loss

To train the proposed CrossEI, we adopt the same loss
function as [46], [25], [27], which contains two components:
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classification loss (Lcls) and bbox regression loss (Lbbox):

Ltot = βLcls + Lbbox,

= β
1

N

N∑
i=1

(r (si, zc))
2

+
1

N

N∑
i=1

(IoUi − IoUgt)
2

r (si, zc) =

{
si − zc, zc > 0.05

max (0, si) , zc ≤ 0.05,

(13)

where si is the i-th confidence score predicted by the
classifier, zc is the desired target score obtained by setting
to a Gaussian function centered on c, and β = 100. The
Lcls estimates Mean Squared Error (MSE) between si and
zc. The residial r(a, b) applies a hinge function to clip the
scores at zero in the background region so that the model
can equally focus on both positive and negative samples. The
Lbbox estimates MSE between the predicted IoUi obtained
from search branch and the ground truth IoUgt.

IV. EXPERIMENTS

In this section, we first describe the experimental settings,
including event-image tracking datasets, evaluation metrics,
compared methods and training details. Then, we show the
evaluation results of our CrossEI with comparisons to existing
methods. Moreover, we also conduct some important ablation
studies on each component and design in our method. Finally,
we perform model complexity and speed analysis to verify the
efficiency of our framework.

A. Datasets

For assessing the effectiveness of the proposed CrossEI, we
use four event-image single object tracking datasets, FE108
[25], VisEvent [26], FE240hz [27] and CoeSot [14]. These
datasets are both captured by the DAVIS346 camera [39]. The
DAVIS346 equips a 346×260 pixels dynamic vision sensor
and an active pixel sensor, which can simultaneously provide
events and images of a scene. More precisely, the FE108
dataset includes about 208K annotations. It is captured under
different degraded conditions (e.g., motion blur, high dynamic
range) to cover diverse real-world scenarios. We follow the
official sequence splits: 76 sequences for training and 32
for testing. The VisEvent dataset consists of about 317K
annotations. It reflects many challenging dynamic outdoor
scenes like motion blur, fast and nonrigid motion, etc. After
removing sequences that miss ?.aedat file or have misaligned
timestamps, the VisEvent dataset includes 295 sequences for
training and 219 for testing. As an extended version of FE108,
the FE240hz dataset has annotation frequencies as high as 240
Hz and consists of more than 143K images and corresponding
recorded events. Moreover, the CoeSot dataset consists of
578K image-event pairs, including 824 sequences for training
and 528 for testing.

B. Evaluation Metrics and Compared Methods.

Evaluation Metrics. For object tracking, we utilize three
widely used metrics for comparisons [25], [20]: success rate
(SR), precision rate (PR), and overlap precision (OPT). SR

(d) Quantitative results on CoeSot dataset

(c) Quantitative results on FE240hz dataset

(b) Quantitative results on VisEvent dataset

(a) Quantitative results on FE108 dataset

Fig. 7. Performance evaluation on the FE108, VisEvent, FE240hz and CoeSot
datasets.

cares the frame of that overlap between ground truth and
predicted bounding box is larger than a threshold; We employ
the area under curve (AUC) of an SR plot as representative
SR (RSR). PR focuses on the frame of that the center distance
between ground truth and predicted bounding box within a
given threshold; We use the PR score associated with a 20-
pixel threshold as representative PR (RPR). OPT represents
SR with T as the threshold; We have evaluated the OPT at 0.5
and 0.75.

Compared Methods. Although there are several event-
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TABLE I
COMPARISON OF THE TRACKING PERFORMANCE BETWEEN OUR FRAMEWORK AND OTHER REPRESENTATIVE METHODS.

Method Input Fusion FE108 VisEvent FE240hz CoeSot
RSR OP0.5 OP0.75 RPR RSR OP0.5 OP0.75 RPR RSR OP0.5 OP0.75 RPR RSR OP0.5 OP0.75 RPR

Image-based Methods
ATOM [48] Image % 46.6 58.2 20.6 70.6 50.1 58.3 41.5 60.3 40.9 49.5 14.3 63.1 51.5 60.2 38.6 55.9
DiMP [46] Image % 48.5 60.2 22.3 72.6 51.0 60.8 37.2 68.0 45.7 55.7 18.4 71.2 59.1 68.4 55.8 67.8

PrDiMP [49] Image % 47.5 57.9 20.7 72.5 51.8 61.8 42.8 67.5 43.0 53.0 16.3 69.0 54.8 62.4 45.8 59.4
SiamRPN++ [50] Image % 35.3 41.5 15.8 53.3 39.6 46.9 31.0 54.1 33.8 38.4 8.7 58.3 40.9 46.1 31.2 46.8
SiamFC++ [51] Image % 40.2 45.6 13.7 64.7 42.5 50.4 33.8 56.9 36.9 43.5 12.7 58.5 47.8 56.0 30.6 51.7

Ocean [52] Image % 42.4 55.2 18.3 66.7 44.0 52.2 36.0 57.6 34.8 40.7 12.7 55.3 50.3 59.8 36.4 55.4
KYS [53] Image % 25.1 28.6 8.7 38.3 50.0 59.5 37.0 68.8 25.7 26.9 5.6 42.7 56.5 67.2 48.7 67.1

TransT [54] Image % 47.9 57.5 21.6 72.8 49.8 59.6 42.2 65.3 44.0 53.5 21.3 66.2 57.6 66.9 48.9 65.6
Stark-S [55] Image % 50.6 61.0 23.9 76.0 45.4 53.6 37.2 59.7 44.6 54.3 20.4 67.8 55.7 63.9 50.5 62.9
ToMP [56] Image % 50.1 61.2 21.8 76.1 40.3 48.1 32.3 53.8 43.2 52.6 16.5 67.7 57.9 68.1 51.6 66.2

Event-image Fusion Methods

DiMP [46] Image+Event EF 56.1 70.6 29.2 83.0 43.7 51.4 31.5 60.2 53.3 65.2 23.5 83.8 56.4 66.8 45.6 65.5
Image+Event MF 60.4 80.0 32.1 90.2 48.0 56.1 35.8 66.7 57.0 72.6 27.6 87.5 58.8 69.1 50.8 68.2

PrDiMP [49] Image+Event EF 53.9 68.0 23.2 81.7 43.7 51.6 33.1 59.6 52.2 64.1 24.8 81.4 54.8 64.4 43.5 60.1
Image+Event MF 59.3 77.9 31.6 89.6 47.6 55.7 38.7 63.6 55.4 70.4 26.7 84.6 55.8 64.6 46.5 61.9

KYS [53] Image+Event EF 44.7 53.3 13.9 71.1 46.4 56.2 34.9 62.5 43.6 53.3 18.0 66.8 54.5 65.0 41.1 66.5
Image+Event MF 51.9 65.6 25.3 77.8 49.2 58.8 40.9 65.4 48.9 60.7 23.2 75.7 54.8 65.6 41.4 67.0

Stark-S [55] Image+Event EF 52.4 67.0 22.7 79.8 48.5 56.6 39.4 65.1 49.4 60.3 20.7 78.2 51.6 60.9 38.6 56.4
Image+Event MF 57.4 73.4 29.2 85.9 44.1 52.1 34.9 58.3 52.4 64.3 24.5 83.2 50.6 59.4 36.9 54.3

ToMP [56] Image+Event EF 51.4 64.3 24.1 77.4 45.9 55.3 34.8 61.3 47.7 56.6 19.4 76.2 55.8 63.8 47.9 61.0
Image+Event MF 57.9 73.5 30.6 85.4 43.4 51.2 35.4 57.8 55.1 69.3 26.9 84.4 49.0 57.1 35.2 53.7

VisEvent [26] Image+Event MF 53.6 66.2 24.2 80.6 46.5 54.7 34.6 64.4 53.2 68.2 30.2 78.8 54.6 63.8 44.3 59.3
FENet [25] Image+Event MF 61.6 78.7 34.7 91.0 51.3 61.6 42.2 67.9 54.0 65.8 24.2 85.7 57.8 68.3 55.5 69.8
AFNet [27] Image+Event MF 61.5 80.3 31.1 90.9 51.1 61.3 42.5 66.7 58.7 74.1 28.2 89.0 59.6 69.7 54.3 69.6

CrossEI (Ours) Image+Event MF 63.3 80.8 33.8 93.0 53.1 62.4 40.3 71.4 59.4 74.6 28.8 92.3 61.7 70.1 59.0 70.9

image baselines available, this field still lacks trackers for
full comparison. To objectively and sufficiently validate the
effectiveness of our method, we conducted the following
experiments. First, we construct the following ten state-of-the-
art frame-based trackers as single-modality baselines (mainly
siamese-based and transformer-based trackers): ATOM [48],
DiMP [46], PrDiMP [49], SiamRPN++ [50], SiamFC++ [51],
Ocean [52], KYS [53], TransT [54], Stark-S [55], and ToMP
[56]. Then, for a fair comparison, we extend five representative
single-modality trackers to their multi-modality versions via
the different fusion strategies: (i) Early Fusion (EF), we
concatenate the event representation and corresponding image
as unified data before feeding them into the tracking model;
(ii) Middle Fusion (MF), which is also termed Feature Fusion.
In this work, we use the backbone of these trackers to extract
the event and image features separately and then feed the
concatenation of these features into the tracking head. Last, we
also compared three original event-image methods: VisEvent
[26], FENet [25] and AFNet [27]. All approaches are re-
trained and tested on the image-event datasets, and the tracking
performance is reported in Fig.7 and Table I. The best results
are marked with “bold”, and the second best results are
marked with “underline”.

C. Implementation Details

First, we train the motion estimation module (equations (9)).
The inputs of this module are two continuous images and

events captured between them. It should be noted that we
only use samples without degradation to train this module
(e.g., no low dynamic range and motion blur). Meanwhile
for this process, we preserve the original inputs without any
augmentation to maintain the photometric consistency. We use
Adam with a learning rate 1e-5 to optimize this independent
module, and exponentially decays every 5 epochs by 0.9. After
20 epochs, we freeze its weight for generating optical flows
with the adaptive sampled events. Then, we aggregate flow-
image pairs for feature extraction and fusion.

Then we train the multi-modality tracker (equations (13)).
We set the initial learning rate for the feature extractor
(ResNet18 pretrained on ImageNet as our backbone), the
classifier and the bbox regressor are set to 2e-4, 1e-3 and
1e-3, respectively. The learning rate is adjusted by a decay
scheduler, which is scaled by 0.2 for every 15 epochs. We
use Adam optimizer to train the network for 50 epochs with
a batch size of 64. It takes about 8 hours. All methods are
implemented in PyTorch and run on a computer equipped with
32 CPU (Intel Xeon(R)), 4 GPUs (TITAN XP), and 128GB
of RAM.

D. Comparison With the State-of-the-Art

In this sub-section, we report the comparison to the image-
based and event-image fusion tracking methods, to analyze the
impact of event modality on tracking and show the advantages
of our method comprehensively.
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As shown in Table I, we first compare with multiple strong
image-based trackers on the four datasets. We can find that
the results of these trackers are unsatisfactory. Specifically,
SiamRPN++ [50] and SiamFC++ [51] reach very low per-
formance (e.g, RSR|RPR). Interestingly, KYS [53] performs
the worst on FE108 and FE240hz, but achieves competitive
performance on VisEvent and CoeSot, attaining 50.0|68.8
and 56.5|67.1. On FE108, the transformer-based TransT [54],
Stark-S [55] and ToMP [56] perform better. Among of
them, Stark-S achieves the best single-modality performance,
50.6|76.0. Instead, they perform flatly on VisEvent, FE240hz
and CoeSot, which are far inferior to the simple DiMP [46]
and PrDiMP [49]. Experimentally, the phenomenon that these
state-of-the-art image-based trackers perform poorly on these
four benchmarks fully demonstrates the challenge of object
tracking on complex dynamic scenarios.

Then, we explore whether combining the image and event
information can make existing tracking approaches outperform
better. For this purpose, we extend five image-based trackers to
their event-image versions via the data fusion (EF) and feature
fusion (MF) manner. On FE108 and FE240hz datasets, we
can observe that the EF and MF fusion strategies significantly
improves performance on all trackers. We think this may be
caused by the fact that the images undergo object degradation
in high dynamic range scenarios, while events can provide
robust object contour information. Especially, DiMP [46] is
improved by 15.6% | 14.3% with the EF, and 24.5% | 24.2%
with the MF on FE108. Overall, MF is much more effective
than EF. On VisEvent and CoeSot datasets, we find completely
different experimental phenomena. On one hand, event-image
fusion on DiMP [46], PrDiMP [49] and KYS [53] unexpect-
edly reduce performance or obtain minor improvement. We
argue that the unstable sampled events and camera-motion
events may increase ambiguity to the object descriptor, and
these simple fusion operations instead cause a negative impact.
On the other hand, for Stark-S [55] and ToMP [56], EF
performs better than MF. These naı̈ve multi-modality results
witness that event modality definitely plays an important role
in dealing with complex dynamic conditions. In this context,
new fusion paradigms that can cooperate better with the event-
image complementarities to efficiently learn object features are
highly desired.

To have a comprehensive analysis, we also compare with
all recent original event-image trackers: VisEvent [26], FENet
[25] and AFNet [27]. By designing the cross-domain schemes,
these mathods effectively enhance visual-event feature interac-
tion and further enhance tracking performance. In particular,
FENet has achieved best performance on FE108 and VisEvent,
attaining 61.6|91.0, 51.3|67.9 respectively. Otherwise, AFNet
have demonstrated superior performance on FE240hz and
CoeSot. By revising the variable density distribution and the
motion uncertainty of events, we propose the CrossEI. As
shown in Table I, our method outperforms all these trackers
by a considerable margin, which indicate the proposed Cros-
sEI offers state-of-the-art tracking performance on these four
benchmarks. Specifically, on the FE108, CrossEI outperforms
the runner-up by 2.8% and 2.2% in RSR and RPR, respec-
tively. On the VisEvent, the CrossEI sesurpass the best by

3.5% and 5.2%, in terms of RSR and RPR, respectively. On
the FE240hz, the CrossEI remains the best tracker, surpassing
the AFNet by 1.1% and 3.7%, RSR and RPR. On the CoeSot,
our method achieves the highest RSR and RPR, attaining
61.7 | 70.9.

E. Ablation Studies

In this subsection, we conduct some important ablation
studies to verify the efficacy of our different designs and
modules, including comparing different sampling methods
for event encoding, comparing different event representations
for event-image feature fusion, and exploring how different
multi-modality inputs affect tracking performance. Also, we
explore the effectiveness of different fusion strategies within
our framework.

1) Event Sampling: To adapt to different motion scenes,
we design the motion adaptive sampling method (MAS) to
integrate suitable event packets. In this part, we compare it
with the existing constant time sampling (CTS) (our baseline)
and constant number sampling (CNS) to analyze its advantages
on event-only and event-image tracking. Meanwhile, we set
up a series of density thresholds on the VisEvent dataset to
discuss how it affects the tracking performance. The results
are shown in Fig.8. Especially for event-only tracking, this
sampling improves the RSR and RPR by 3.7% and 4.8%. For
event-image tracking, this method also achieves a significant
improvement, gaining 1.2 and 1.3 for RSR and RPR. In
addition, we can observe that the best performance appears
at value 3. It seems to indicate more interpretability for event
sampling. When the local density threshold is less than it, the
event packets are too sparse to represent scene information.
When the threshold is greater than it, the event packets become
blurry, which instead raise the ambiguity of the object bound-
ary and shape. Intuitively, an appropriate threshold represents
clear scene contours.
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Fig. 8. The impact of different event sampling methods on event-only and
event-image trackers.

2) Event Representations: A key question posed by event
vision is how to structure a suitable event representation to
fulfill a given task. Based on the adaptive sampled events, a
frame-like representation is desired to collaborate with images.
According to the existing literature, there are several available
candidates: TSLTD [18], Time Surface [57], Event Count [58],
Event Frame [59], Event Grid [25] and Event Volume [40].
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In this experiment, we set all models to the concatenation-
based feature fusion manner, and only change the input event
representations. As shown in Table II, we can find that the
surface based representations (TSLTD, Time Surface) perform
poorly, which may be due to the randomness and instability
of the event timestamps. Further, the count-based representa-
tions (Event Count, Event Frame, Event Grid) obtain more
robust performance. Last, the time-interpolation based Event
Volume (our baseline) achieves better RSR and PRP, which
utilize time weighted and multi-channel methods to preserve
significant spatio-temporal information. Different from these
hard encoding methods, our learned Event Flow can dilute
the motion uncertainty in the original event and enhance the
instance-level motion identification, thus achieving the better
performance. These results indicate that our Event Flow is a
more adequate motion representation for object tracking.

TABLE II
COMPARISON OF TRACKING PERFORMANCE WITH VARIOUS EVENT

REPRESENTATIONS.

Event Representation
FE108 Visevent

RSR OP0.5 OP0.75 RPR RSR OP0.5 OP0.75 RPR
TSLTD [18] 60.4 78.5 30.9 89.0 46.8 56.6 36.1 65.5

Time Surface [57] 59.8 78.2 31.3 88.2 46.2 53.5 35.3 64.1
Event Count [58] 60.3 79.2 30.6 89.7 48.8 57.7 36.7 67.5
Event Frame [59] 60.5 78.8 30.4 89.4 48.4 56.9 36.6 67.1
Event Grid [25] 60.6 79.6 31.6 90.1 48.3 57.4 36.1 67.3

Event Volume [40] 60.8 80.2 32.3 90.5 49.9 59.6 37.2 68.6
Event Flow 62.1 80.4 32.9 91.4 50.7 60.4 37.8 69.7

3) Multi-modal Inputs: In this part, we set up a series of
worthwhile multi-modality inputs to discuss how it affects the
tracking performance. The results are shown in Table III. First,
we explore the performance of single-path images and events.
We can find that, on FE108 with preference for high dynamic
range, the event-only work better than its image counterpart;
on VisEvent with preference for complex motions, the image
performs better than the event data. Then, we discuss the
performance differences between simulated events and real
events. The results indicate that the V2E [60] is far less
effective than real event cameras in capturing motion, possibly
because simulators can only simulate linear motion while event
cameras can obtain approximately continuous dynamics, and
is not suitable for degradation scenarios. Correspondingly, we
also test the enhancement effect of image reconstruction for
event data. We utilize the widely-used E2V [61] method to re-
store events back to gray images, and then implement tracking.
The experimental results are ambiguous, the E2V improve per-
formance on FE108, but had a side effect on VisEvent. Further,
we also care about the effectiveness of traditional video optical
flow in motion modeling. In the experiment, we leverage the
GMFlow [62] to generate optical flows. The results indicate
that video-based optical flows cannot well extract motion in
complex dynamic scenes, and it even performs worse than
simulation events. Then, we also extend the V2E, E2V, and
Video Flow to multi-modality inputs to verify their fusion
effectiveness (concatenation-based feature fusion). The results
indicate that, except for E2V on FE108, other multi-modality

versions cannot exceed its original event-image counterpart.
By enhancing the motion clues of events, the Event Flow
enhances the perception performance of objects, and obtains
better multi-modality tracking performance.

TABLE III
COMPARISON OF TRACKING PERFORMANCE WITH VARIOUS

MUTLI-MODAL INPUTS.

Mutli-modal Input
FE108 Visevent

RSR OP0.5 OP0.75 RPR RSR OP0.5 OP0.75 RPR
Only Image 48.5 60.2 22.3 72.6 51.0 60.8 37.2 68.0
Only Event 54.4 64.6 22.1 83.4 47.6 56.5 35.2 65.7
V2E [60] 47.2 56.6 17.5 71.9 42.8 51.2 30.8 58.6
E2V [61] 56.8 72.2 28.7 84.5 43.2 50.2 28.5 60.7

Video Flow [62] 44.2 49.6 16.7 68.7 31.5 35.4 19.6 45.4
Event Flow 56.5 71.6 29.1 84.8 48.5 57.7 36.2 66.8

Image + Event 60.8 80.2 32.3 90.5 49.9 59.6 37.2 68.6
Image + V2E 53.6 66.2 24.2 80.6 44.2 52.0 34.8 59.1
Image + E2V 61.3 79.7 32.4 90.9 48.6 56.7 36.7 65.3

Image + Video Flow 50.9 62.4 21.7 77.6 45.7 53.4 35.6 61.4
Image + Event Flow 62.1 80.4 32.9 91.4 50.7 60.4 37.8 69.7

4) Fusion Strategies: For the event-image feature fusion,
we especially design a semantic modulation module for the
event flow. But in this field, there are already some mature
methods, including the intuitive feature addition, concatena-
tion, learnable 1×1 conv, spatial attention, channel attention
and the well-designed cross-modal attention [63]. In this part,
we compare with these methods to analyze the advantages of
semantic modulation. The results are shown in Table IV. We
can find that, the concatenation operation performs better than
the addition and even 1×1 conv. Experimentally, the attention
operations are more effective; the spatial attention perfers to
FE108 dataset, and the channel attention is more suitable
for VisEvent dataset. Further, the cross-modal attention sig-
nificantly improves tracking performance. Different from the
above methods, we reflect the event-image fusion from the
perspective of object motion and construct this module based
on the inconsistency in the motion field. In this way, we
achieve the best fusion performance.

TABLE IV
COMPARISON OF TRACKING PERFORMANCE WITH VARIOUS EVENT-IMAGE

FUSION STRATEGIES.

Fusion Strategie
FE108 Visevent

RSR OP0.5 OP0.75 RPR RSR OP0.5 OP0.75 RPR
Addition 61.3 79.8 32.8 91.0 48.8 58.1 36.6 68.4

Concatenation 62.1 80.4 32.9 91.4 50.7 60.4 37.8 69.7
1×1 Conv 62.2 80.3 32.8 91.3 49.9 59.8 37.3 69.5

Spatial Attention 62.5 80.4 33.2 91.9 49.5 58.7 37.3 68.8
Channel Attention 61.8 80.8 32.9 91.7 50.9 60.7 37.7 70.1

Cross Attention [63] 62.8 80.9 34.2 92.2 51.5 60.6 38.3 70.4
SeM 63.3 80.8 33.8 93.0 53.1 62.4 40.3 71.4

F. Computational Complexity And Speed Analysis

In addition to tracking metrics, the computing efficiency
and inference time are also the focus for object tracking. To
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Fig. 9. Representative visualization results of the different methods on the FE108/FE240hz (Upper) and VisEvent/CoeSot (Bottom) datasets. Notably, we also
refer readers to the adaptive sampled event frames and corresponding event flows for clearer visual comparisons.

TABLE V
COMPUTATIONAL COMPLEXITY AND SPEED ANALYSIS OF CROSSEI ON

THE FE108 DATASET.

Parameters (M) Flops (G) Runtime (ms) RSR RPR
Only Image 10.73 47.60 26.04 48.5 72.6
DiMP (MF) 14.99 84.70 34.89 60.8 90.5

VisEvent [26] 5.61 39.97 21.35 53.6 80.4
FENet [25] 34.96 140.06 57.51 61.6 91.0
AFNet [27] 14.20 97.18 61.74 61.5 90.9

CrossEI 16.74 94.65 39.24 63.3 93.0

explore the computational efficiency of our fusion strategy,
we compare image-only, extended multi-modality and existing
event-image trackers with our model in terms of the param-
eters, floating-point operations and the response speed. We
obtain results on the FE108 dataset. As shown in Table.V,
our method achieves an appropriate balance between tracking
metrics and speed. For the image-only model (DiMP), it
corresponds to low computational complexity and runtime.
The DiMP (MP) add the event pathway, and almost doubles
the floating-point computation and increases inference latency
by 34%. For the VisEvent, it used a simple tracker. Despite
achieving the fastest speed, its performance is significantly
inferior. For the FENet, it is equipped with an attention-based

event feature extractor and cross-attention fusion block. This
design greatly increases the computational complexity. For
the AFNet, it uses the hybrid module consisting of attention
and deformable conv to enhance image features, and further
fuse event-image correlations by a cross-modality dynamic
filter. Its tedious calculation process significantly increases the
operation latency, even surpassing FENet.

G. Visualization

Some representative visualization results are illustrated in
Fig.9. For a clear display, all visual instances are explicitly
labeled by the predicted bounding box. Vertically, every three
pictures denote one instance, and from top to bottom is
image, adaptive sampled event frame, and corresponding event
flow. Note that, our CrossEI achieves the best performance
against state-of-the-art multi-modality methods. For example,
the FENet [25] and AFNet [27] are not well adapted to the
scenarios with various motion, but our method can effectively
track these objects. This is because that our approach benefits
from the motion adaptive sampling strategy that can obtain ef-
ficient event packets robust to motion speed. What’s more, due
to the high similarity of some event textures, fusing original
events may increase object ambiguity in some scenarios. On
the contrary, by refining the uncertain event clues, our method
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can effectively extract the complete scene motion to distin-
guish primary objects and background (see the down rows
of Fig.9). After equipping the semantic modulation module,
our framework learns more discriminative object patterns and
achieves more accurate tracking.

RGB Adaptive Sampled EventsTime Sampled Events (40ms)

(a)

(b)

Fig. 10. Failure cases of the motion adaptive sampling.

H. Failure cases and limitations

For the motion adaptive sampling, although effective in most
situations, there are still some failure cases. This aroused our
interest in further analysis. We collated two typical cases,
as shown in Fig.10. For the first case, where multiple ob-
jects move simultaneously with different speeds, this object-
agnostic sampling approach tends to focus on the faster objects
(denser events), resulting in incomplete sampling of the slow
ones. We believe that this failure originates from a local
preference owing to the limited camera bandwidth. For the
second example, a small object moves (e.g., mouse pointer).
This sampling method will over-sample its trajectory rather
than the timely target state. This phenomenon reflects the
limitations of local density measurement. For these failure
cases, we argue that sampling within the bounding box prior
could be a temporary and sub-optimal solution. In the future,
the more efficient and generic event sampling methods are
desired.

V. CONCLUSIONS

How to better fuse heterogeneous event-image data and
exploit their rich complementary cues for object tracking is
an open issue. In this paper, we revisit the variable density
distribution and the motion uncertainty of events, in abstracting
the object context. To this end, we design an adaptive sampling
method to align event-image modalities and a bidirectional-
enhanced framework for exploring the event-image cross-
complementarities. An effective motion estimation module of
event data is proposed to separate the instance-level motion,
aiming at refining the uncertain event clues to distinguish
primary objects. Furthermore, a semantic modulation module
is designed to utilize the enhanced object motion to modify the
image features. Last, we fuse the two types of vision data for
object tracking. Comprehensive experiments demonstrate our
method achieves state-of-the-art performance with our fusion
concept.

REFERENCES

[1] A. W. Smeulders, D. M. Chu, R. Cucchiara, S. Calderara, A. Dehghan,
and M. Shah, “Visual tracking: An experimental survey,” IEEE transac-
tions on pattern analysis and machine intelligence, vol. 36, no. 7, pp.
1442–1468, 2013.

[2] G. Zhang and P. A. Vela, “Good features to track for visual slam,” in
Proceedings of the IEEE conference on computer vision and pattern
recognition, 2015, pp. 1373–1382.

[3] H. Kiani Galoogahi, A. Fagg, and S. Lucey, “Learning background-
aware correlation filters for visual tracking,” in Proceedings of the IEEE
international conference on computer vision, 2017, pp. 1135–1143.

[4] T. Delbrück, B. Linares-Barranco, E. Culurciello, and C. Posch,
“Activity-driven, event-based vision sensors,” in Proceedings of 2010
IEEE International Symposium on Circuits and Systems. IEEE, 2010,
pp. 2426–2429.

[5] G. Gallego, T. Delbrück, G. Orchard, C. Bartolozzi, B. Taba, A. Censi,
S. Leutenegger, A. J. Davison, J. Conradt, K. Daniilidis et al., “Event-
based vision: A survey,” IEEE transactions on pattern analysis and
machine intelligence, vol. 44, no. 1, pp. 154–180, 2020.

[6] Z. Jiang, Y. Zhang, D. Zou, J. Ren, J. Lv, and Y. Liu, “Learning event-
based motion deblurring,” in Proceedings of the IEEE/CVF Conference
on Computer Vision and Pattern Recognition, 2020, pp. 3320–3329.

[7] F. Xu, L. Yu, B. Wang, W. Yang, G.-S. Xia, X. Jia, Z. Qiao, and J. Liu,
“Motion deblurring with real events,” in Proceedings of the IEEE/CVF
International Conference on Computer Vision, 2021, pp. 2583–2592.

[8] C. Scheerlinck, H. Rebecq, D. Gehrig, N. Barnes, R. Mahony, and
D. Scaramuzza, “Fast image reconstruction with an event camera,” in
Proceedings of the IEEE/CVF Winter Conference on Applications of
Computer Vision, 2020, pp. 156–163.

[9] A. Mitrokhin, C. Ye, C. Fermüller, Y. Aloimonos, and T. Delbruck,
“Ev-imo: Motion segmentation dataset and learning pipeline for event
cameras,” in 2019 IEEE/RSJ International Conference on Intelligent
Robots and Systems (IROS). IEEE, 2019, pp. 6105–6112.

[10] Y. Kang, G. Caron, R. Ishikawa, A. Escande, K. Chappellet, R. Sagawa,
and T. Oishi, “Direct 3d model-based object tracking with event camera
by motion interpolation,” in International Conference on Robotics and
Automation, 2024.

[11] A. Mondal, J. H. Giraldo, T. Bouwmans, A. S. Chowdhury et al.,
“Moving object detection for event-based vision using graph spectral
clustering,” in Proceedings of the IEEE/CVF international conference
on computer vision, 2021, pp. 876–884.

[12] R. Sinha, M. Hoon, J. Baudin, H. Okawa, R. O. Wong, and F. Rieke,
“Cellular and circuit mechanisms shaping the perceptual properties of
the primate fovea,” Cell, vol. 168, no. 3, pp. 413–426, 2017.

[13] E. E. Stewart, M. Valsecchi, and A. C. Schütz, “A review of interactions
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